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Abstract

Honeypots are known as effective tools for  discovering new attacks and for observing activity of attackers. 
However,  they  are  often  seen  as  research-oriented  tools  for  security  professionals  that  require  constant 
supervision. We have created an incident detection system based on a combination of honeypots and flow-based 
monitoring that takes the best of both without additional complexity.

In this paper we present deployment of both low-interaction and high-interaction honeypots and their monitoring 
based on network flows. We show how honeypots can be used as an automatic detection tool in the production 
network. We present a plug-in called honeyscan for widely-used NetFlow collector NfSen that was developed to 
monitor and evaluate honeypot activity and to report network security incidents. This plug-in processes traffic 
destined to honeypots, stores credentials from authentication attempts, and looks for other attacker's activity in a 
network. The plug-in has been deployed in the network of Masaryk University and has become one of the most 
contributory detection  tools  with  tens  of  reported  incidents  per  month.  We support  this  claim by doing  a 
comparison with other detection tool and by exploring applications of recorded data.

We also discuss methods for making honeypots more attractive to attackers. Not every attacker is willing to scan 
the whole network for potential targets, so they may avoid interaction with honeypots. A promising approach is  
the development of a „network funnel“ that routes suspicious traffic from various parts of network to honeypots.  
We also explore the possibility of using honeypots to aid with spam mitigation.
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1 Introduction

Honeypots are effective tools for discovering new attacks and for observing activity of attackers. However, they 
can be seen [4] as purely research tools that require constant supervision and are not suitable for production 
deployment. In this paper, we challenge this notion by presenting honeyscan – a detection system deployed at 
Masaryk University that is based on honeypots and NetFlow monitoring.

The combination of this two technologies augments detection capabilities of each and broadens the range of 
attacks that can be detected. This can be illustrated on flow monitoring of accesses to a honeypot. Honeypots, by 
their nature, are not meant to be accessed by legitimate users, therefore any attempt to contact them is considered 
a potential attack. Although such event can be reported by each honeypot, NetFlow monitoring enables us to 
observe this activity centrally and regardless of honeypot implementation. In this paper, we harness the potential  
of these two technologies even further by correlating the events on honeypots with the activity in the rest of the  
university network. Basically, honeypots tell us that there is a potential threat to the network, while the flow 
monitoring tells us of its scale and victims. In contrast to other methods, this synergy allows us to detect even 
low-profile threats with no false positives.

This paper is divided into six sections. In Section 2 we briefly present technologies used to build  honeyscan. 
Section 3 describes the network, where honeyscan is deployed, its method of operation and the types of attacks it 
can detect. Section 4 presents results and statistics of security incidents reported by honeyscan. These results are 
compared to other detection mechanisms deployed at the Masaryk University's network. In Section 5 we discuss  
methods that  are  going to  be further  researched  and  that  will extend the usability of  honeyscan.  Section 6 
concludes this paper.

2 Used Technologies

In our work, we are combining two technologies, honeypots and flow-based network monitoring. Honeypots 
represent host-based approach to the detection of malicious activity. They are used to attract or confuse attackers 
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searching for known targets or vulnerabilities and also to capture previously unknown (zero-day) attacks. They 
also provide evidence of security incidents and attacks. There are limitations in their usage, though. Attacks 
against  honeypots  are  relatively rare  and  honeypot  itself  cannot  identify an  attack  against  other  hosts  in  a 
network. The detailed survey of existing honeypots and their capabilities is available in recent ENISA study [4]. 

Honeypots are divided into two classes, based on the level of interaction with the attacker [8]. High-interaction 
honeypots  are  represented  by machines  with  real  operating  systems and  services.  They allow attackers  to 
completely compromise the system while recording their activity, hence are useful for zero-day attack detection. 
Low-interaction honeypots usually emulate only parts of a system and their detection capabilities are limited.  
They are, however, immune to compromising, easier to deploy and manage, and useful as false targets to attract 
or confuse attackers.

Flow-based  network  monitoring  represents  network-based  approach  to  detection  of  malicious  activity. 
Monitoring enables us to observe any traffic destined to honeypots, even the unsuccessful attempts to initiate 
connection such as network scanning or traffic to non-existent hosts. The information that someone wanted to 
contact a honeypot, successfully or not, is by itself enough to mark related traffic as suspicious.

For our research we use NetFlow technology [2], because our NetFlow probes are able to record flows without 
sampling even in a multi-gigabit network. This technology is also used for other research at Masaryk University.  
For example Vykopal et al. [12] used methods based on NetFlow to detect dictionary attacks against the SSH 
service. 

3 Setup and Detection Method

The detection system,  honeyscan [6], was developed and tested in the context of Masaryk University and its 
network, however, we placed large emphasis on portability of the final solution. We strove to have an easily 
deployable and modular solution despite using uncommon tools such as honeypots. In this section we present the 
network setup of honeyscan in both a generic network and the network of Masaryk University. Then we describe 
components  of  honeyscan  and  data  acquisition.  Following is  an  explanation  of  detection  capabilities  with 
outlined detection mechanisms. This section is concluded with a short note on handling of detected security 
incidents.

3.1 Network

The  network  of  Masaryk  University  interconnects  every day about  15,000  computers  and  devices  and  can 
therefore be considered quite a large network. To make honeyscan usable for networks of any size, we operate 
with a concept of a network that consist of three distinct logical areas. This concept is illustrated in Figure 1.

• Honeypot network: a local cluster of running honeypots.

• Local (protected) network: the rest of the network under control. It can overlap with honeypot network,  
i.e. they are both separated only logically. There is usually a separate subnet for honeypots, though, but 
it is not necessary.

• Outer network: a network outside control.

For its operation honeyscan needs two components to be present in a network. First, it needs a source of NetFlow 
data. In our case we use two separate NetFlow probes. One is located at the border of the university's network 
and monitors the entire protected network. The other one is dedicated to monitoring of the honeypot segment.  
With this setup we can monitor communication from the outer network to the honeypot network as well as the 
communication from the protected  network to the honeypot  network.  Honeyscan could work with only one 
NetFlow probe,  but it  would lose the ability to detect  internal  incidents or  threats to the protected network 
without  the  dedicated  honeypot  probe  or  the border  probe  respectively.  Second component  is  the NetFlow 
collector. Honeyscan requires NfSen [5] for its operation.



Figure 1: Honeypot deployment in the Masaryk University's network.

Honeyscan is based on a NetFlow collector NfSen, namely it is built on top of its plug-in infrastructure. The  
advantage  to  this  setup  is  twofold.  First,  it  allows  seamless  integration  with  the  NetFlow  processing 
infrastructure. Having honeyscan as a plug-in gives us easy access to captured NetFlows and to web presentation 
layer. Second, NfSen takes care of periodical execution of detection code and provides a unified environment for 
honeyscan and other detection methods.

3.2 Acquired Data

The most important asset of  honeyscan is the captured data that can be divided into two categories. The first 
category is the NetFlow data, gathered by NetFlow probes described earlier. Although honeyscan can work with 
all captured NetFlows, we are intentionally discarding some of the traffic that would cause false positives, e.g.  
DNS queries or NTP traffic.  Honeyscan also gives a user an option to whitelist some IP  addresses that, for 
example, run tools like Nessus [11] to test network security, and detection of which would be counter-productive.

The second category represents the data acquired from the actual honeypots. In our setup we are using a compact 
network segment filled with both high-interaction and low-interaction honeypots. Most of the address space in 
honeypot network is assigned to a low-interaction honeypot Honeyd [9], small daemon that creates virtual hosts 
in  the  network.  These  hosts  appear  to  be  running various  operating systems and  services.  High-interaction 
honeypots in our network are virtual machines running real operating systems and services, particularly services 
that are difficult to emulate.

In our current setup we do not let attackers inside our high-interaction honeypots, so the most valuable data we 
gather  are  the  credentials  that  attackers  try.  These  are  logged  for  SSH,  POP3,  FTP  and  Telnet.  The  SSH 
credentials are logged on high-interaction honeypots using an OpenSSH [7] server with custom PAM module 
[10]. The other credentials are collected by services emulated by Honeyd scripts on low-interaction honeypots.  
For each observed authentication attempt, we record a timestamp, IP addresses of a honeypot and the attacker, 
the name of the service, and a username and a password.



3.3 Types of Reported Incidents

Based on these two categories of data, we detect and report three types of incidents. Type 1 incident is access to 
honeypots from the protected network, regardless of traffic type. Honeypots should be off-limits to legitimate 
users,  so  any  such  access  is  suspicious.  It  often  happens  that  incidents  of  this  type  are  later  ascribed  to  
misconfiguration or unwary user, but this is a false-positive that can be excused as it points to more subtle errors 
in a network. Detection of this type of incident requires only the data from the honeypot probe.

Type 2 incident is a large number of network connections to honeypots and to the production network from a 
particular  IP  address.  These  incidents  are  typically  caused  by network  scanning.  Number  of  targets  in  the 
protected network accessed by the attacker must cross certain threshold, otherwise it is discarded as a harmless  
traffic. Detection of this type of incident requires the data from both NetFlow probes.

Type 3 incidents is an attacker's attempt to authenticate to the honeypot while accessing any other machines in  
the production network. It  is an extension of the second type that adds data from honeypots to the incident 
processing and reporting. Once we have an evidence of attacker's activity from a honeypot, any communication 
between the attacker and the protected network is then considered a direct  threat to the production network. 
Detection of this type of incident requires the data from both NetFlow probes and honeypots. These incidents 
bear no false-positives and provide the most valuable data.

3.4 Procedure of Detection

The aforementioned incidents are detected when a new set of NetFlow data is available, typically every five 
minutes using this algorithm:

• Honeyscan fetches network flows from honeypot NetFlow channel and filters out legitimate traffic using 
internal rules and whitelist.

• List of IP addresses that accessed honeypots is created, if there is an IP address from local network in 
the list, Type 1 incident is reported, and this IP is deleted from the list.

• For every IP address in the list (from outer network only), the number of hosts in the protected network 
accessed by the IP address is fetched from the global NetFlow channel.

• The password database is queried for recent authentication attempts. The list of IP addresses responsible 
for the attempts is created. IP addresses are captured by honeypot if possible, otherwise the attempts are  
paired with the network flow containing IP address.

• For every IP address in the list that accessed any host in the protected network: if the IP is found in the  
list of authentication attempts, Type 3 incident is reported, else if the number of hosts accessed is bigger 
than threshold, Type 2 incident is reported

3.5 Incident handling

Detected incidents are reported and automatically handled in the network of Masaryk University. While the Type 
1 incident is reported directly to a local user or an administrator, the two other incident types are reported to a  
responsible contact found in the WHOIS record of the attacker's IP address. This IP address is also blocked from 
accessing the university's network using the remote triggered black holing (RTBH) [1]. 

4 Results

In  this section we present the results of  our work and its  impact  on the security of our  network.  Although  
honeyscan have been deployed in its current form since the June 2012, we have decided to present only the data 
from the first quarter of the 2013. This way, the data is recent enough and representative of current network 
traffic. 

As was shown in Section 3, the amount of computers connected to the network of Masaryk University is two 
orders of magnitude higher than the amount of running honeypots. The difference between the amount of network 
traffic in the honeypot segment and the rest of the university's network is even higher.  There are up to 320 
millions of flows generated in the entire  network every day and only about 10 – 20 thousands flows in the 
honeypot  segment.  Yet,  even  in  this  small  portion  of  network traffic,  there  are  hundreds  potential  security 
incidents per day.



We observed about four million network flows incoming to the honeypot segment from the 1. January 2013 to  
the 31. March 2013. Table 1 shows the distribution of traffic to different ports and protocols. It is worth noting 
that traffic composition in the honeypot network is very different from composition in the protected network.

Protocol and port/type Number of flows % of traffic

TCP 25 1,333,304 33

TCP 3389 116,166 2.9

TCP 23 106,665 2.7

TCP 22 104,841 2.6

ICMP 8.0 100,426 2.5

TCP 1433 80,130 2

TCP 80 68,532 1.7

TCP 8080 56,150 1.4

TCP 3072 51,908 1.3

TCP 1024 51,680 1.3

Table 1: Most active protocols and ports/types of traffic

In this traffic, we have identified 1,100 security incident in total, caused by 830 unique IP addresses. Table 2  
summarizes the distribution in attack types.

Incident type Security incidents Unique IP addresses

Type 1 (access from local network) 13 13

Type 2 (massive access) 989 738

Type 3 (authentication attempt) 98 84

Table 2: Distribution in attack types

Given that any IP address is blocked after being confirmed an attacker, there is a discrepancy in the number of 
security incidents and the number of unique addresses that has to be explained. There are two possible reasons  
for this occurrence. First, the NetFlow data that is used for incident detection is always at least five minutes  
behind the current traffic, therefore an incident can span over adjacent NetFlow time slots even if the attacker 
was blocked in one. This case, however, is dealt with in honeyscan. Second, the attacker can be very persistent 
and can continue with the attack despite being blocked. We have observed IP addresses that continued with 
scanning and accessing honeypots for several weeks. As we are blocking an IP address only for a day, these long-
attacking IP addresses were associated with more security incidents.

Type 3 incidents, where an attacker tries to authenticate to a remote service, give us more information about the 
nature of attacks than a simple flow analysis could provide, as we are able to capture the credentials. In the 
course  of  three  months there  were 15,749  authentication  attempts  in  total  against  three  services.  The  most  
attacked was the SSH with 10,387 attempts (66%), followed by the POP3 with 4,719 attempts (30%) and the  
FTP with 643 attempts (4%). Attacks against other services, such as Telnet, were detected in previous year but  
not in these three months. Table 3 presents the most common username and password combinations observed,  
together with their likelihood of occurrence.

We have also compared the results of  honeyscan with the results of another detection tool [12] that runs at 
Masaryk University and processes the same data. This tool detects dictionary attacks against SSH by analyzing 
the NetFlow data. There were 89 incidents from 76 unique IP addresses reported by honeyscan and 107 incidents 
from 92 unique IP addresses reported by the other tool. From these two result sets, 43 incidents caused by 22 IP  
addresses were detected by both tools. Honeyscan captured many incidents that would go unnoticed by tools that 
rely only on NetFlow analysis. Especially attacks with low intensity that are ignored by pure NetFlow analyses to 
mitigate the risk of false-positives. The relatively small portion of duplicated incident reports on the same data  
suggests that these two detection methods are rather complementary than competing. In addition,  honeyscan is 



able  to  capture  authentication  attempts  against  multiple  services,  thus  having  a  wider  range  of  potentially 
successful detections. The obvious drawback is that honeypots can detect malicious behavior only inside their  
environment.

Username Password Likelihood in %

root password 94

root 123456 91

root qwerty 75

root 1234 67

root abc123 67

Table 3: Most common usernames and passwords

The obtained authentication data is useful not only as an evidence of malicious network activity, but also as a 
subject for further analysis. The data used for incident detection are stored in the  honeyscan database and are 
accessible via a web interface. This data can then reveal more about methods of attackers. As an example, we 
observed a dictionary attack against the SSH that used a dictionary based on common Czech surnames. Both 
username and password were a common Czech surname with a one-character prefix, presumably initial. Such 
attack, while not overly clever, is more dangerous than more common ones. Unlike typical attacks that focus on a 
common  denominator  in  credentials,  this  one  was  tailored  for  Czech  environment,  thus  having  a  higher 
probability of success.

We have also successfully used the data gathered  by  honeyscan for  end-user  education.  We created  a web 
application [3] to measure the strength of passwords. Our application is unique among others because it compares 
a password submitted by a user to passwords used in real attacks against honeypots. The application searches not  
only for the exact match in the database, but also for similar matches such as strings with substituted characters 
(password, p4ssw0rd) or with prefixes/suffixes (password123). We want users to be aware that passwords that 
are known to attackers are not safe anymore, even if they would be otherwise considered strong. The database 
consists of nearly 20,000 unique passwords at the time and is still growing.

5 Future work

In our future work, we are going to further extend the usability of our solution. One way of achieving this is to  
broaden the range of data obtained by honeypots. We are going to intentionally send more traffic to honeypots to  
overcome  coincidental  nature  of  honeypot  traffic.  This  concept,  that  we  call  the  “network  funnel”,  is  an  
alternative to traffic  limiting or  RTBH [1].  Its  goal  is  to  reroute  potentially malicious network traffic  from 
suspicious IP addresses to honeypots where we can monitor and evaluate its behavior. For example, when we 
detect  a network scan from some IP  address,  all traffic from this address to the production network will be  
redirected to the honeypot segment. If any further interaction between the IP address and a honeypot is detected,  
we can conclude that the scanning was a preparation for an upcoming attack.

In this paper we presented a system that utilizes the NetFlow and fake authenticated services to detect dictionary 
attacks and to gather credentials. The same principle can also be applied to detection of spammers. Instead of a  
honeypot running an authenticated service, e.g. SSH, we are going to deploy honeypots running mail servers or 
mail server emulators. These honeypots will report every incoming e-mail to a database similar to the database of 
credentials. Once we have convicted a spammer, we can look up his activity in network flows in the same way as  
we do for dictionary attackers.

6 Summary

We have presented an incident detection system called honeyscan that is based on a combination of honeypots 
and NetFlow monitoring. These two data sources are correlated to augment detection capabilities and to provide  
additional  information.  NetFlow allow us to  detect  an attack and  correctly assess  its  scale.  Honeypots  then 
provide us with a data that is used to eliminate false-positives.  

We have also presented methods employed by honeyscan that are based on synergy of NetFlow monitoring and 
host-based  data  from honeypots.  These  honeypots,  both  high-interaction  and  low-interaction,  are  capturing 



authentication attempts against various services (particularly SSH). Such attempts are used as an evidence of 
malicious activity, while network flows are searched for any activity of an intruder in the protected network. 

Honeyscan has become one of the most contributory detection tools in the network of Masaryk University with 
tens of reported security incidents per month. Our comparison with another deployed detection tool showed that 
honeyscan can detect incidents that are too low-profile for the other tool to notice. Given that these detections are 
without  false-positives,  this  makes  honeyscan an  ideal  complementary  detection  mechanism.  In  addition, 
honeyscan provides valuable data for further processing. By analyzing these data we were, for example, able to 
distinguish general attacks from attacks tailored specifically for Czech environment. We have also been able to 
use the data to educate users on risks associated with having weak passwords.
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