PA152: Efektivni vyuzivani DB

2. Datova uloziste
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" S
Pohyb dat — prehled

Urover SW: Datab&zovy Urover HW:
systém
Operacni CPU
systém (cache)
9 | 0
Souborovy RAM
systém (buffers)

Y |
| cache | >
EB'OKOVéi DISk
zZarizeni
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Optimalizace pristupu na disk
m Techniky pristupu
Eliminace nahodnych pristupu,...
m Objem dat
Velikost bloku

m Organizace uloziste
Diskove pole
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=
Techniky pristupu k datum

m App: Double buffering
m OS: Prefetching

m OS: Defragmentace
Usporadani bloku do poradi jejich zpracovani
Souborovy systéem
m Alokace vice bloku naraz, nastroje pro defragmentaci
m HW: Planovani pristupu (vytah)
Pohyb hlaviCky pouze jednim smerem
Prfeusporadani pozadavku na disk
m PFi zapisu pouziti zalohované cache (nebo zurnalu)

PA152, Vlastislav Dohnal, FI MUNI, 2019



" S
Single Buffering

s Uloha:
Cti blok B1 — buffer
Zpracuj data v bufferu
Cti blok B2 — buffer
Zpracuj data v bufferu

m Naklady:
P = Cas zpracovani bloku
R = Cas k precteni 1 bloku
n = pocet bloku ke zpracovani

m Single buffer time = n(R+P)

PA152, Vlastislav Dohnal, FI MUNI, 2019



" S
Double Buffering

m Dva buffery v paméti, pouzivane stridave

Pamet

Disk AIB|C D E|F G
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" S
Double Buffering

Pamét A

/naéiténl’

Disk AIB|C| D E
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" S
Double Buffering

Zpracovani

Pamét’ A B

nacitani

pisk (A B/ C D E F
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" S
Double Buffering

Zpracovani

Pamét’ C B

nacitani

pisk WAMBE C D E | F
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" A
Double Buffering
m Naklady:
P = Cas zpracovani bloku
R = Cas k precteni 1 bloku
n = pocCet bloku ke zpracovani
m Single buffer time = n(R+P)
m Double buffertime =R + nP
Predpokladame P =2 R

Jinak
m=nNR+P

PA152, Vlastislav Dohnal, FI MUNI, 2019
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Optimalizace pristupu na disk
m Techniky pristupu
Eliminace nahodnych pristupu,...
m Objem dat
Velikost bloku

m Organizace uloziste
Diskove pole
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" I
Velikost bloku

m Velky blok — amortizace 1/O nakladu

ALE

m Velky blok — cCteni vice ,,nepotrebnych”
dat, Cteni trva déle

m Trend:

cena pameti klesa, data rostou, bloky se
zvetsuji

PA152, Vlastislav Dohnal, FI MUNI, 2019
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" A
Velikost bloku

m ATTO Disk Benchmark
256MB read sequentially block by block
No caching " T —
Queue length 4

1] 20 40 BO 8O 100 120 140 180 180 200
Transfer Rate - MB / Sec

WadTike

18658

24048

B2bEd
111885
164117
175758
173774
173774
180364
180364
180561
180561
180561
180158
180561

Head

18641

42390

51033
143076
173873
176624
187805
191610
191610
191610
186413
186546
188155
183033
183483

Western Digital 10EZEX 1TB, SATA3, 7200 RPM, sustained transfer rate 150 MB/s

PA152, Vlastislav Dohnal, FI MUNI, 2019
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" A
|O za sekundu

m |OPS dle HD Tune Pro 5.50

Reading 4KiB blocks

Test

Random seek

Random seek 4 KB
Butterfty seek

Random seek / size 64 KB
Random seek / size 8 MB
Sequential outer
Sequential middle
Sequential inner

Burst rate

/O

65 10P5
65 IOP5
57 10P5
64 IOP5
21 10P35
2798 10P5
2235 10P5
1351 IOPS
5106 IOPS

Time

15,269 ms
15.427 ms
17645 ms
15522 ms
47036 ms
0.357 ms
0 436 ms
0.740 ms
0.196 ms

Transfer

0.032 MB/s
0.253 MB./s
0.028 MB/s
4.096 MB/s
168.000 MB/s
174.870 MB/s
143,454 MB/s
g4.414 MB/s
315.134 MB/s

Western Digital 10EZEX 1TB, SATA3, 7200 RPM, sustained transfer rate 150 MB/s

PA152, Vlastislav Dohnal, FI MUNI, 2019
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Head

Bloky a IOPS &7

1.0
20

m Stejné testy pro SSD &
160

Kingston V300 120GB gig

1220

56,00

F120

10240

20420

A096.0

2192.0

0 100 200 300 400 500 600
Tranzfer Rate - ME / Sec

Test

RHandom seek

Random seek 4 KB
Butterfhy seek

Random seek / size 64 KB
Random seek / size § MB
Sequential outer
Sequential middle
Sequential inner

Burst rate

PA152, Vlastislav Dohnal, FI MUNI, 2019

/0

53538 I0PS
5316 10P35
5143 10P5
4292 10P5

118 10P5
38534 IOPS
5747 10PS
5816 I0PS
41594 10P5

Time

0.185 ms
0.188 ms
0.154 ms
0.233ms
8.467 ms
0.257 ms
0.174 ms
0.172 ms
0.238 ms

Wdike

16215
1586
57711
136131
A1 06EE
405301
433220
460136
47631
483339
493414
A02925
S06481
a02230
S06481

Fead

15538

29293

57556

37584
143450
ZBE137
336336
262863
422739
454552
437102
532874
539267
541655
541655

Transfer

2636 MB/s
20.764 MB/s
2514 MB/s
268.250 MB/s
944.000 MB/s
243389 MB/s
359.183 MB/s
363.506 ME/s
262126 MB/s
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"
Optimalizace pristupu na disk
m Techniky pristupu
Eliminace nahodnych pristupu,...
m Objem dat
Velikost bloku

m Organizace uloziste
Diskove pole
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Diskove pole

m Vice disku usporadanych do jednoho
logickeho

Logical Physical

Zveétseni kapacity
Paralelni Cteni / zapis

Prumérna doba vystaveni hlavicek typicky
zachovana

m Metody
rozdelovani dat (data striping)
zrcadleni dat (mirroring)

PA152, Vlastislav Dohnal, FI MUNI, 2019
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"
Zrcadleni
m Zvyseni spolehlivosti pomoci replikace
Logicky disk je sestaven ze 2 fyzickych disku
Zapis je proveden na kazdy z disku
Cteni Ize provadét z libovolného disku

m Data dostupna pri vypadku jednoho disku

Ztrata dat pri vypadku obou — malo
pravdepodobne

m Pozor na zavislé vypadky

Pozar, elektricky zkrat, zniCeni HW radice
pole, ...

PA152, Vlastislav Dohnal, FI MUNI, 2019
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" I
Rozdélovani dat

m Cile:

Zvyseni prenosove rychlosti rozdelenim na
vice disku

Paralelizace ,velkého” Cteni ke snizeni odezvy
Vyrovnani zateze — zvyseni propustnosti
Snizeni spolehlivosti

PA152, Vlastislav Dohnal, FI MUNI, 2019 19



Rozdélovani dat

m Bit-level striping
Rozdeleni kazdého bajtu na bity mezi disky
Pristupova doba je horsi nez u jednoho disku
Malo pouzivané

m Block-level striping

n diska, blok i |

e ulozen na disk (I mod n)+1

Cteni rtznych

ploku |ze paralelizovat

» Pokud jsou na ruznych discich
,Velké® ¢teni muze vyuzit vSechny disky

PA152, Vlastislav Dohnal, FI MUNI, 2019
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" A
RAID

m Redundant Arrays of
Independent Disks

m Ruzné varianty pro ruzné
pozadavky
Ruzna vykonnost
Ruzna spolehlivost

m Kombinace variant

RAID1+0 (nebo RAID10)
» = RAID1, pak RAIDO

PA152, Vlastislav Dohnal, FI MUNI, 2019

EEE

(a) RAID 0: nonre dundant striping

LIECIElC

(b) RAID 1: mirrored disks

Gﬁﬁﬁlll

¢) RAID 2: memory-style e ecting codes

R

d) RAID 3: bit-interleaved pari

ﬁﬁﬁﬁﬁ

(e) RAID 4: block-interleaved parity

S |

(f) RAID 5: block-interleaved distributed pari

g) RAID 6: P + Q dndny

21



"
RAIDO, RAID1

m RAIDO
Block striping, neredundantni

Velmi vysoky vykon, snizena spolehlivost

Nesnizena kapacita

m RAID1 Ej

(a) RAID 0:
Zrcadleni disku
s nekdy omezeno na 2 disky

EFE

nonredundant striping

i -

(b) RAID 1: mirrored disks

Kapacita 1/n, rychlé Cteni, zapis ja
Vhodnée pro databazové logy, atp.

m Zapis logu je sekvencni

KO 1 disk

RAID1E — kombinuje zrcadleni a deleni

PA152, Vlastislav Dohnal, FI MUNI, 2019
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"
RAID2, RAID3

m RAID?2
Bit-striping, Hamming Error Correcting Code
Zotaveni z vypadku 1 disku

Nespoleha na detekci chyby ﬁﬁﬁﬁ

d |S ke m (c) RAID 2: memory-style error-correcting codes
" RAID3 I
Byte-striping with parity d) RAID 3; bit-interleaved parity

1 paritni disk, chyby detekovany diskem
Zapis: spocitani a ulozeni parity
Obnova jednoho disku

s XOR bajtll z ostatnich disku

PA152, Vlastislav Dohnal, FI MUNI, 2019 23



" A
RAID4

m Oproti RAID3 pouziva block-striping
Paritni blok na zvlastnim disku
Zapis: spocitani a ulozeni parity
Obnova jednoho disku
m XOR bloku z ostatnich disku
Vyssi rychlost nez RAID3

m Blok je Cteny pouze z 1 disku — paralelizace
m Disky nemusi byt plné synchronizované

EE(FFe

(e) RAID 4: block-interleaved parity

PA152, Vlastislav Dohnal, FI MUNI, 2019
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" S
RAID4 (pokrac.)

m Zapis bloku — vypocet paritniho bloku

Vezmi puvodni paritu, puvodni blok a novy
blok (2 Cteni a 2 zapisy)
Nebo prepocitej paritu ze vsech bloku (n-1
cteni a 2 zapisy)
m Efektivni pro sekvencni zapis velkych dat
m Paritni disk je uzké misto!
Zapis libovolného bloku vede k zapisu parity

m RAID3, RAID4 — minimalné 3 disky (2+1)
Kapacita snizena o paritni disk

PA152, Vlastislav Dohnal, FI MUNI, 2019 25



"
RAID5S

m Block-Interleaved Distributed Parity
Rozdéluje data i paritu mezi n disku
Odstranéni zateze na paritnim disku RAID4

S
(f) RAID 5: block-interleaved distributed parity

Paritni blok pro I-ty blok je ulozen na disku
'/n—1] mod n

m Priklad (5 diska) Sl el
Parita pro blok i je na: ARAL IR E.

./ I mod 5 12 | 13 | 14 | P3 | 15

/4] mo 16 | 17 | 18 | 19 | P4

PA152, Vlastislav Dohnal, FI MUNI, 2019 26



" J
RAID5 (pokrag.)
m VVySSi vykon nez RAID4
Zapis bloku je paralelni, pokud jsou na
ruznych discich
Nahrazuje RAID4

m ma stejné vyhody a rusi nevyhodu jednoho
paritniho disku

m Casto pouzivané fedeni

PA152, Vlastislav Dohnal, FI MUNI, 2019
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"
RAIDG6

m P+Q Redundancy scheme

Podobné RAIDS5, ale uklada extra informace
pro obnovu pfi vypadku vice disku

Dva disky pro paritu (dual distributed parity)
= Min. 4 disky v poli (kapacita snizena o 2 disky)
Hammingovy samoopravne kody
m Opravi vypadek 2 disku
Vhodny pro vysokokapacitni disky
DgEEEs

(g) RAID 6: P + Q redundancy

PA152, Vlastislav Dohnal, FI MUNI, 2019 28



"
RAID — kombinace
m Jednotlive varianty poli Ize kombinovat
Z fyzickych disku se vytvori pole
Pak se z vice poli vytvori jedno vysledné pole
m Vhodné ke zvyseni vykonu / spolehlivosti

m Priklad:

RAID5+0 z 6 fyzickych disku

m Po trech vytvorime dve RAIDS pole RAIDO
= RAIDS5 pole spojime do RAIDO

RAIDS RAIDS

PA152, Vlastislav Dohnal, FI MUNI, 2019 29



" S
RAID1+0 vs. RAIDO+1

m RAID1+0 R
odolnéjSi proti vypadkum S d &

vypadek 1 disku v libovolném & & £ &
RAID1 ok

m RAIDO+1

vypadek disku v prvnim RAIDO it
vypadek lib. disk v druném RAIDO == e

d A A A A
—> data ztracena ML N2 M e
A5 | (A6 L A5 LA6

VAT A8 LAT | (A8

S R N

Zdroj: Wikipedia

PA152, Vlastislav Dohnal, FI MUNI, 2019 30



" B
RAID shrnuti

m RAIDO — dostupnost dat neni podstatna
Data |ze snadno a rychle obnovit (ze zaloh,...)

m RAID2, 3 a 4 jsou nahrazeny RAID5

bit-/byte-striping vyuziva vsechny disky pfi 1
zapisu/Cteni; resp. nedistribuovana parita

m RAIDG6 — stale Casteji pouzivany
RAID1 a 5 poskytuji dostateCnou spolehlivost
RAIDG spise pro velmi velke disky

m Kombinace — RAID1+0, RAID5+0
m Vybirame mezi RAID1 a RAIDS

PA152, Vlastislav Dohnal, FI MUNI, 2019 31



RAID shrnuti (pokrac.)

m RAID1+0

Mnohem rychlejsi zapis nez RAIDS
Pouziti pro aplikace s velkym mnozstvim zapisu
Drazsi nez RAIDS (ma nizsi kapacitu)

m RAID5
Pro kazdy zapis vyzaduje typicky 2 Cteni a 2 zapisy

s RAID1+0 vyzaduje pouze 2 zapisy

Vhodny pro aplikace s menSim mnozstvim zapisu
Pozor na velikost ,stripy”

m Naroky dnesnich aplikaci na pocet I/O
Velmi vysokeé (napr. WWW servery, DBMS, ...)
Nakup mnozstvi disku pro splnéni pozadavku

» Maji dostateCnou volnou kapacitu, pak RAID1 (nic nas dale
nestoji)
= Nejlépe RAID1+0

PA152, Vlastislav Dohnal, FI MUNI, 2019 32



S
RAID shrnuti (pokrac.)

m Nenahrazuje zalohovani!!l

m Implementace
SW — temeér kazdy OS podporuje, popr. BIOS
HW — specialni radicC
s Nutné zalohovani cache bateriemi nebo non-volatile RAM

m Pozor na vykonnost procesoru fadiCe — muze byt pomalejSi
nez SW!!!

m Hot-swapping (vymena za provozu)
HW implementace vetsinou podporuji
SW neni probléem, pokud HW podporuje

m Spare disks
Pritomnost nahradnich disku v poli

PA152, Vlastislav Dohnal, FI MUNI, 2019 33



" A
Vypadky disku
m ObcCasny vypadek
Chyba pri Cteni/zapisu — opakovani —» OK
m VVada media

Trvala chyba nejakeho sektoru

Moderni disky samy detekuji a opravi
m Z vlastni rezervni kapacity

m Zniceni disku
Totalni vypadek — vymena disku

PA152, Vlastislav Dohnal, FI MUNI, 2019

34



" A
OSetreni vypadku disku
m Detekce
Kontrolni soucCty
m Opravy

Stabilni ulozeni
= Diskové pole

m Ulozeni na vice mistech stejného disku
super-blok; pro data ZFS

s Zurnalovani (log/zaznam zmén)
Samoopravneé kody (ECC)

= Hammingovy kody, ...

PA152, Vlastislav Dohnal, FI MUNI, 2019
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" JdE
Stabilni ulozeni v databazich
m Operacni system — T

m Databaze

—
" i N < —
Soucasnd | _ Zalozni
DB DB

zapis

-

PA152, Vlastislav Dohnal, FI MUNI, 2019 36



"
Samoopravne kody
m Paritni bit = suda/licha parita
Pouzito v RAID3,4,5

m Priklad suda parita
RAID4 se 4 disky, blok C. 1:

Disk 1:
Disk 2:
Disk 3:
Disk P:

11110000... Disk 1:
10101010.. Bisk—2-
00111000.. Disk 3:
01100010.. Disk P:

vypadek

PA152, Vlastislav Dohnal, FI MUNI, 2019

11110000..
PRV
00111000..
01100010..
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" S
Samoopravne kody

m Algebra s operaci souctu modulo-2
m Suda parita, tj. dopocteni na sudy pocet jedniCek
D=7 DX
XOYD2)=XDYy) Dz
@0 =

PA152, Vlastislav Dohnal, FI MUNI, 2019 38



Samoopravne kody

m Hamming code

Example to recover from 2 crashes

m 7/ disks, four are data disks

Redundancy schema:
m Parity disk contains even parity

m Parity computed from data disks denoted 1

Disk No: 1 2

Data Parity
34|15 6 7
1 1 1 0100
1 1 011010
1 01 11001

PA152, Vlastislav Dohnal, FI MUNI, 2019
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Samoopravne kody (pokr.)

m Hamming code

Content sample and writing

Disk 1: 11110000..
Disk 2: 10101010..
Disk 3: 00111000..
Disk 4: 01000001..
Disk 5: 01100010..
Disk 6: 00011011..
Disk 7: 10001001..

Writing to disk 2:
00001111..

Data Parit

Disk No: 1 2 3 4 |5 6 7

11100100

1101} 010

1011)001
Disk 1: 11110000..
Disk 2: 00001111..
Disk 3: 00111000..
Disk 4: 01000001..
Disk 5: 11000111..
Disk o0: 10111110..
Disk 7: 10001001..

PA152, Vlastislav Dohnal, FI MUNI, 2019
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" S
Samoopravne kody (pokr.)
m Hamming code

Disk failure
Disk 1: 11110000...
Disk 2+ 27222227272..
Disk 3: 00111000...
Disk 4: 01000001...
Disk 5+ 2227272727272..
Disk 6: 10111110...
Disk 7: 10001001...

Data Parit

Disk No: 1 2 3 4 5 6 7

1 1 1 09§11 OO0

1 1 01 Q31010

1 01 1131001
Disk 1: 11110000..
Disk 2: 00001111..
Disk 3: 00111000..
Disk 4: 01000001..
Disk 5: 11000111..
Disk 6: 10111110...
Disk 7: 10001001..

Recovery of disk 2 Recovery of disk
in redund. schema with O for

PA152, Vlastislav Dohnal, FI MUNI, 2019
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" S
Samoopravne kody (pokr.)

m Definition of Hamming Code

A code of length n is a set of n-bit vectors (code
words).

Hamming distance is the count of different values
In two n-bit vectors.

Minimum distance of a code Is the smallest

Hamming distance between any different code
words.

Hamming code is a code with min. dist. “3”

= Up to 2 bit flips can be detected (but not corrected).
m 1 bit flip is detected and corrected.

PA152, Vlastislav Dohnal, FI MUNI, 2019 42



" S
Samoopravne kody (pokr.)

m Generating Hamming Code (n,d); p=n-d
Number bits from 1, write them in cols in binary
Every column with one ‘X’ (one bit set) is parity
Row shows the sources for parity computation
Column shows which parity bits cover data bit.

Bit position 1| 2]3]als|e|7|8|o]wo]nn]i2]13]14]15]16]17
Data/parity bits | p1 | p2 | dl | p3 | d2 [ d3 |(d4 | pd4d | d5 | d6 | d7 | d8 | d9 (d10|dll| p5 |dl2
0120 | X X X X X X X X X
Parity | p2 21 X | X X | X X | X X | X
o 03 22 x | x| x| x x | x| x| x
covera
ge 04 23 x | x [ x| x| x| x]|x]x
p5 24 X | X

PA152, Vlastislav Dohnal, FI MUNI, 2019 43



Samoopravne kody (pokr)

Bit position 1 2 3 4 5 6 7 8 11 | 12 14 | 15 | 16 | 17
Data/parity bits | p1 [ p2 |dl | p3 | d2 (d3 (d4 | pd4d | d5 ([ d6 | d7 | d8 | d9 [d10|dll| p5 |d12
pl120 | X X X X X X X X X
Parity | p2 2! X | X X | X X | X X | X
S(i;vera p3 22 X X X X X X X X
ge p4 28 X | X | X | X | X|X|X]|X
p5 24 X | X
m Store data bits 1010 in Hamming Code (7,4)
m To correct errors in data read from storage:
Check all parity bits.
Sum the positions of bad ones to get address of the wrong bit.
m Examples:
1111010 - 1 bit was flipped, so it can be corrected.
1011110
1001110 - 2 bits were flipped, so it cannot distinguish 2-bit and 1-bit error.
1110000 - 3 bits were flipped here
PA152, Vlastislav Dohnal, FI MUNI, 2019 44




" S
Samoopravne kody (pokr.)

m Extended Hamming Code

Add an extra parity bit over all bits
m To tell even or odd number of error

Bit position 0 1 2 3 4 5 6 7
Data/parity bits pX [ pl [ p2 [ dl | p3 | d2 | d3 | d4
pl 20 X X X X
Parity bit | P22* X | X X | X
coverage p3 22 X X X X
pX0 [ X | X | X [ X | X | X | X | X

m Store data bits 1010 in Extended Hamming Code (7,4)
m Detect/correct error if any:

01111010

01011110

01001110 - 2 bits were flipped; but no clue which.

01110000 = odd number (>1) bits were flipped; but no clue which.

PA152, Vlastislav Dohnal, FI MUNI, 2019



" S
Samoopravne kody (pokr.)

m Reed-Solomon Code (n,d)
ECC adding t check bits to data bits
Can detect up to t bit errors
Can correct up to |t/,] errors
So, min. Hamming distanceist=n —d + 1.

PA152, Vlastislav Dohnal, FI MUNI, 2019
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" A
Vypadky
m Mean Time To Failure (MTTF)
m Nékdy také: Mean Time Between Failures (MTBF)
odpovida pravdepodobnosti vypadku
prumérna doba fungovani mezi vypadky

m polovina diskl ma vypadek béhem této doby
m pfedpoklada se rovhomérné rozlozeni vypadku

snizuje s vekem disku

obvykle 1 000 000 a vice hodin
n = 114 let
m t]. za 228 let vypadne 100% = P =0,438%

vypadku za rok™
s = Annualized Failure Rate (AFR)

PA152, Vlastislav Dohnal, FI MUNI, 2019 a7



* S
Vypadky — pokracovani
m PFiklad:

MTTF 1 000 000 hours
— v populaci 2 000 000 disku

m Kazdou hodinu vypadne jeden disk
m tj. 8 760 disku roCné
s = pravdepodobnost vypadku za rok = 0,438%

PA152, Vlastislav Dohnal, FI MUNI, 2019
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" J
Vypadky — pokracovani
m Alternative measure (e.g. Western Digital)

Annualized Failure Rate (AFR)
Component Design Life

m Annual Replacement Rate (ARR)

nebo Annualized Return Rate
Ne vSechny vypadky jsou zpusobeny disky
= vadné kabely, atp.
Uvadi se:
m 40% z ARR je “No Trouble Found” (NTF)
s AFR = ARR*0.6 ARR = AFR /0.6

PA152, Vlastislav Dohnal, FI MUNI, 2019 49



"
Vypadky a vyrobci

] Seag ate http://www.seagate.com/docs/pdf/whitepaper/drive_reliability.pdf
(November 2000), copy available in supplemental study materials

Savvio® 15K.2 Hard Drives — 73 GB
s AFR = 0,55%
Seagate estimates MTTF for a drive as the

number of power-on hours (POH) per year
divided by the first-year AFR.

AFR is derived from Reliability-Demonstration
Tests (RDT)

s RDT at Seagate = hundreds of disks operating at
42°C ambient temperature

PA152, Vlastislav Dohnal, FI MUNI, 2019 50


http://www.seagate.com/docs/pdf/whitepaper/drive_reliability.pdf

"
Vypadky a vyrobci
m Vliv teploty na MTTF pro prvni rok

Seagate:

Temp (°C) Acceleration Factor Derating Factor Adjusted MTTF
25 1.0000 1.00 232,140
26 1.0507 0.95 220,533
30 1.2763 0.78 181,069
34 1.5425 0.65 150,891
38 1.8552 0.54 125,356
42 2.2208 0.45 104,463
46 2.6465 0.38 88,123
50 3.1401 0.32 74,284
b4 3.7103 0.27 62,678
58 4.3664 0.23 53,392
62 b.1186 0.20 46,428
66 5.9779 0.17 39,464
/70 6.9562 0.14 32,500
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" S
Vypadky a vyrobci

m Seagate Barracuda ES.2 Near-Line Serial ATA drive

MODEL:
Weibull Warranty Data (OEM only) Flatline Model

Year Cumulative Yearly Cumulative Yearly Cumulative Yearly Cumulative

power-on hours | failure rate failure rate failure rate  failure rate failure rate failure rate
1 2,400 1.20% 1.20% 1.20% 1.20% 1.20% 1.20%
2 4,800 0.55% 1.75% 0.78% 1.98% 0.55% 1.75%
3 7,200 0.43% 2.18% 0.39% 2.37% 0.55% 2.30%
4 9,600 0.37% 2.55% 0.55% 2.86%
5 12,000 0.33% 2.88% 0.55% 3.41%
6 14,400 0.30% 3.18% 0.55% 3.96%
7 16,800 0.28% 3.46% 0.55% 4.51%
8 19,200 0.26% 3.72% 0.55% 5.06%
9 21,600 0.24% 3.96% 0.55% 5.62%
10 24,000 0.23% 4.19% 0.55% 6.17%

Notel: Weibull — stat. metoda pro modelovani prubéhu chybovosti
Note2: power-on-hours: 2400 hours/yr => 6.5 hrs a day!
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AFR (%)

r ]
Vypadky — realita
[ GOOgle hitp://research.google.com/archive/disk_failures.pdf (Konference FAST 2007)

Test na 100 000 discich
= SATA, PATA disky; 5400-7200 rpm; 80-400 GB

= H Low
@ — = o | 8 Medium
i O High
L .

1B 3 jmﬂmﬂﬂ
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http://research.google.com/archive/disk_failures.pdf

" J
Vypadky — realita
= Studie 100 000 diskd SCSI, FC, SATA

http://www.cs.cmu.edu/~bianca/fastO7.pdf (Konference FAST 2007)

6 r I
.......... Avg. ARR
- - - AFR=0.88

S| —— AFR=0.58

Rate (%)

HPC1 HPC2 HPC3 HPC4 coOM1 CcOM2 COM3

HPC3:  3064x SCSI disk, 15k rpm, 146GB
144x SCSI disk, 15k rpm, 73GB
11000x SATA disk, 7200 rpm, 250GB
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"
Vypadky — realita
m Zavery:.
Obvykle se AFR zvySuje s teplotou prostredi
s Data z Google to nepotvrzuji
SMART parameters are well-correlated with higher

failure probabilities

s Google

After the first scan error, a drive is 39 times more likely to fail within
60 days.

First errors in reallocations, offline reallocations, and probational
counts are strongly correlated to higher failure probabilities.

Vhodné ve vypoctech pouzivat AFR 3-4%

m If you plan on AFR that is 50% higher than MTTF suggests,
you'll be better prepared.

Po 3 letech provozu disku byt pfipraven na jeho
vymenu.
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" S
Oprava chyby
= We know AFR = 1/ (2*MTTF)

m Mean Time To Repair (MTTR)
Cas od vypadku do obnoveni &innosti
= cas vymeny vadneho disku + obnoveni dat

I:)Failure During Repair = I:)FDR - (Z*MTTR) / 1 I’Ok
m Predpoklad: velmi kratka doba

m Mean Time To Data Loss (MTTDL)
Zavisi na AFR a MTTR
Prumérna doba do ztraty dat

Pro jeden disk (tj. data ukladam na jednom disku)
s MTTDL = MTTF = 0.5/ AFR
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Oprava chyby — sada disku
m Predpoklad

Chyba kazdeho disku je stejne pravdepodobna a
nezavisla na ostatnich

m Priklad
Jeden disk

s AFR, 4o = 0,44%  (MTTF =1,000,000 hrs. = 114 yrs.)
Systém se 100 disky (MTTF,u0 kg = MTTF; g, / 100)

s AFR 0 giskg = 44%  (MTTF = 10,000 hrs. = 1.14 yrs.)
Prumérné kazdy rok cca jeden z disku vypadne

= Pravdepodobnost (pravé 1 z n vs. alespori 1 z n havaruje)
vapadek pravé 1 ze 100 = 28’43% I:)vypadek alespon 1 ze 100 = 35’66%
vapadek pravé 1z 10 = 4’23% I:)V)'(padek alespon1z10 = 4’31%

- AFRn diskt — AFRl disk *n
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" S
Priklad spolehlivosti RAID1

m 2 zrcadlené 500GB disky
kazdy AFR=3%

m VVymena vadneho a obnova pole do 3 hodin
MTTR = 3 hodiny (pfi 100MB/s je kopirovani za 1,5h)

m Pravdepodobnost ztraty dat:
I:)VS/padku 1 disku — AFR =0.03
P = 0.06

vypadku 1 ze 2 —

Peor =2 * MTTR / 1 rok = 2*3 / 8760 = 0,000 685

— * *
I:)ztré\ty dat = ' vypadku 1 ze 2 I:)FDR I:)vypadku 1 disku
= 0,000 001 233

MTTDL=05/P = 405 515 let

ztraty dat —
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Priklad spolehlivosti RAIDO

m AFR disku 3% (P\ypadku 1 disku)

m RAIDO — dva disky, striping
I:)ztréty dat — vapadku 1ze2~ 6%
MTTDL =0.5/0.06 = 8,3 roku

= Tj. AFR ;. = 6%
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Priklad spolehlivosti RAID4

m AFR disku 3% (P\ypadku 1 disku)

m RAID4 — opravuje vypadek 1 disku
4 disky (3+1)

MTTR = 3 hodiny
a P, = 2*3 /8760 = 0,000 685

P = Pyypadku1ze 4 ¥ Pror ™ Puypadku 1 ze 3
P = 4*0,03 * 2/2920 * 3*0,03
= 0,000 007 397
m c0z je AFR tohoto pole

MTTDL=05/P =67 592 let
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" J
Spolehlivost pole
m n disku
celkem disku v poli (v€etné paritnich)
m 1 paritni disk
zajistuji redundanci dat

- AI:Rpole = N*AFR gisky * Peor ™ (n'l)*AFRl disku
m MTTDL =0.5/ AFR,

ole
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"
Priklad spolehlivosti — kombinace RAID

m Kombinace poli
Spocitam AFR pro slozky
m Toto pouziji v dalSim jako AFR ,virtualniho disku®
Pak vypocitam vysledné MTTDL

RAIDO

RAIDS RAIDS
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"
Priklad spolehlivosti — kombinace RAID

RAIDO
m RAID5+0
1 disk ma AFR

- ——— g,

- ——— g,

f
3) MTTDLgapero = 0.5/ AFRpamsba s | L0
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Priklad spolehlivosti — kombinace RAID

m RAID4+0 z 8 disku v konfiguraci nize
1 disk AFR=3%, MTTR = 3 hodiny

RAIDO

RAID4 RAID4
Vzdy ze 4 disku vyrobime 1x RAID4
8 AFRR 0. = 4*AFR * P * 3*AFR = ... = 7.4*10°
2X RAID4 spojime pomoci RAIDO

| AFRRA|D4+O - 2 * AFRRA|D4 — 1.48*10-5
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= B
Failures: ,Write Hole” Phenomenon

m = Data I1s not written to all disks.

m Severity
Can be unnoticed
Discoverable during array reconstruction

m Solution
UPS
Synchronize the array

Journaling
» but with “data written” commit message (-

Special file system (ZFS)
m uUses "copy-on-write" to provide write atomicity

m provides continuous integrity checking
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" J
File Systems

m Storing a data block:

Add an unused block to list of used space
Write data block

Write file metadata referencing that data block
m Modern FS uses journaling
Start transaction in journal
Store info about steps 1.-3. to journal
Do steps 1.-3.
End transaction in journal
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File System & Memory Tuning
m S block size < DB block size

ZFS has 128KB by default!

m DB journal (WAL In PostgreSQL)
ext2; ext3/4 with data=writeback (journal off)

m DB data
ext3/4 with data=ordered (only metadata journaled)

m Switch off file access times (noatime)

m Eliminate swapping (vm.swappiness = 0)

m Process memory allocation
(vm.overcommit_memory = 2)
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RAID nad disky SSD

m SSD — problem opotrebeni
Omezeny pocet zapisu se reSeni presuny do
jinych oblasti, tzv. wear-leveling

Dusledek: po jisté dobé dojde k totalnimu
vypadku

m RAID nad SSD

Zabezpeceni dostupnosti dat horsi
m Témeér jistota, ze SSD vypadnou naraz

Diff-RAID

m Distributes parity unevenly

m After replacing a failed SSD with a brand new one,
parity is moved primarily to the most worn-out drive.
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Recommended Reading
m Dual parity

https://www.kernel.org/pub/linux/kernel/people/hpa/raid6.pdf

m Software RAID in SUSE

https://www.suse.com/documentation/sles10/stor admin/data/raidevms.html

Sections:
s Managing Software RAIDs with EVMS
s Managing Software RAIDs 6 and 10 with mdadm

m SSD on Wikipedia

https://en.wikipedia.org/wiki/Solid-state drive

m Zivé.cz: Ze svéta: kolik redln& zapsanych dat
vydrzi moderni SSD?

http://m.zive.cz/ze-sveta-kolik-realne-zapsanych-dat-vydrzi-moderni-ssd/a-177557/?textart=1

m Chunk size and performance

https://raid.wiki.kernel.org/index.php/Performance
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