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Architektura
pocitace




CPU

Processor (CPU - Central Processing Unit) is an essential part of the computer; it is a very
complex circuit that (sequentially) executes the machine code stored in the computer's
memory. The machine code is composed of the instructions, which are processed by ALU.

www.wikipedia.org

Control unit reads machine code (instructions) and
CPU data and prepares them for execution on ALU.

control unit

ALU (arithmetic and logic unit) executes arithmetic
operations and evaluates logical conditions.

(Sequential) execution of machine code is
controlled by internal clock.
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l Increasing Computing

control unit control unit CU#1 | CU#2

ALU ALU ALU ALU ALU

ALU ALU

ALU ALU

Strategies: hyperthreading
* increasing clock frequency

— physical limitations (miniaturization, lowering voltage)
* increasing number of ALUs and their specializations (out-of-order
execution, speculative execution, vector instructions)
— efficiency limited by executed code
 sharing ALUs among control units (hyperthreading)
— efficiency limited by executed code
* multi-core processor
— efficiency limited by executed code

multi-core processor

software optimization
or
new algorithms
are necessary to
benefit from these
features

—I'
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l Symmetric Multiproces

Symmetric multiprocessing represents a system
containing identical processors accessing shared
memory.

Utilizations of larger number of CPUs increases
computing power of the system.

bus

physical CPU core = | physical CPU core

control unit

control unit

physical CPU core

control unit

physical CPU core

control unit

processor (package, socket, circuit) ~ Pprocessor (package, socket, circuit)
M

physical CPU core | physical CPU core CPU cores
control unit

=

<

(a's
physical CPU core | | physical CPU core
e i |

interconn
(vendor specific)
computer
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l Processor Caches

memory

Processor caches improves access into memory (latency and bandwidth).

NUMANode P£2 (122GB)
PockogeP#2 — processor
L3 (15MEB)
L2 (256KE) L2 [256KE) L2 (256KB) L2 (256KB) L2 [256KE) L2 (256KB)
L1d (32KB) L1d (32KB) L1d (32KB) L1d (32KB) L1d (32KB) L1d (32KB)
L1i (32KB) L1i (32KB) L1i (32KB) L1i (32KB) L1i (32KB) L1i (32KB)
ﬁmm CoreP#1 CoreP#2 Core P#3 CoreP#4 CoreP#5
Y/
d PUP#12 PUP#13 PUP#14 PUP#15 PU P#I;J PUP#17
y A
/l
CPU core PU = processing unit (=control unit)
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l Processor Caches

NUMAMode P#0 (126GE)
Package P#0
L3 (30MB)
L2 (256KE) L2 [256KE) L2 [256KB) L2 (256KE) L2 [256KE) L2 (256KE) L2 [256KE) L2 [(256KEB) L2 (256KB) L2 [256KE) L2 [256KB) L2 (256KE)
L1d (32KB) L1d (32KB) L1d (32KB) L1d (32KB) L1d (32KB) L1d (32KB) L1d (32KB) L1d (32KB) L1d (32KB) L1d (32KB) L1d (32KB) L1d (32KB)
L1i (32KE) L1i (32KEB) L1i (32KB) L1i (32KB) L1i (32KEB) L1i (32KB) L1i (32KB) L1i (32KB) L1i (32KE) L1i (32KB) L1i (32KB) L1i (32KE)
PO \ Core PEL Core P#2 Core P#3 Core PE4 Core P#5 Core PEEB Core P#9 Core P#10 Core PE11 Core P#12 Core P#13
PU PE0O PUPE1 PU PZ2 PU P#3 PU PE4 PU PES PU PG PU PET PU PzB PU P#D PU P£10 PU P#11
\ PUP#24 PU P#25 PU P#26 PUP#2T PU P#2B PU P#29 PU P#30 PU P#31 PU P#32 PU P#33 PU P#34 PU P#35
\ y,
\ V4
p
two processing units per core (hyperthreading)
L1i — instruction cache, L1d — data cache Speed:

L2, L3 — other caches L1d,L2d >> L2 > L3




NUMA (Nonuniform Me

memory driver M memory driver
cache

DDDDEDED NUMAlinks  EEEEEEES

(vendor specific
IIIIIIII interconnect) IIIIIIII

multi-core process@r #1 multi-core process@r #2

memory driver C——————— memory driver

cache cache

RAM #3

multi-core processor #3 multi-core processor #4

Compare communication between Processor#l <> RAM#1 and Processor#l <> RAM#4.

NUMA links can have various topologies to improve memory access and latency.




NUMA (Nonuniform Me

o driver Mnmnr\’- ’:lv-i\,er

NUMA links IDDDEEEE

(vendor specific
III IIII interconnect) IIIIIIII

multi-core processt

r#l multi-core process¢r #2

memory driver memory driver

cache

multi-core processor #3 multi-core processor #4

cache

RAM #3

Compare communication between Processor#l <> RAM#1 and Processor#l <> RAM#4.

NUMA links can have various topologies to improve memory access and latency.




l Exercise PIL.E1

1. Examine type and parameters of processor on your workstation (command Iscpu, file
/proc/cpus).
Examine NUMA topology on your workstation (command Istopo, module hwloc).
Does your CPU support hyperthreading?
What is a process?
What is difference between CPU intensive and data intensive tasks?
A parallel task is data intensive. Each its process works with different data sets. What is
better for speeding up the calculation?
1. To double number of CPU cores.
2. To double number of processors (sockets).

ok wnN

Uzitecné prikazy:

$ lscpu

$ lstopo # module add hwloc
$ cat /proc/cpuinfo

$ ams-host # Infinity
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Paralelizace
programu




l Lichob&znikova vs obdéln_

o Wit Vi)

| 2

h h
<> e
> >
lichobéznikova metoda obdélnikova metoda

Ktera metoda je vhodnéjsi pro paralelni vypocet?




lSekvenEnl’ implementa

program integral obdélnikova metoda

implicit none

integer (8) 1
integer (8) i n
double precision :: h,v,y,x

2000000000
1.0d0/n
0.0d0

n
h
v

do i=1,n

= (1-0.5d0) *h
4.0d0/(1.0d0+x**2)
= v + y*h

end do

X
y
v

write(*,*) 'integral = ',v

end program integral
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l Paralelizace - OpenMP

OpenMP je soustava direktiv pro prekladac a knihovnich procedur pro paralelni
programovani. Jedna se o standard pro programovani pocitacl se sdilenou paméti.

OpenMP usnadniuje vytvareni vicevldaknovych program( v programovacich jazycich Fortran,
Ca C++.

www.wikipedia.org

Paralelni oblasti Vnofena
T | \ paralelni
Master — - M
Thread
(Cervené)

Sekvencni cast

Specifikace: www.openmp.org
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OpenMP implementac

ncpu =1

'$ ncpu = omp get max threads()

write(*,*) 'Number of threads

'Somp parallel

' ,ncpu

1Somp do private(i,x,y),reduction (+:v)

do i=1l,n
x = (1i-0.5d0) *h
Y
\'4

= v + y*d
end do
Somp end do

'Somp end parallel
write(*,*) 'integral

4.0d0/(1.0d0+x**2)
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lOpenMP kompilace

$ gfortran -03 integral.f90 -o integral

$ 1dd ./integral
linux-vdso.so.1l =>
libgfortran.so.3 => /usr/lib/x86 64-linux-gnu/libgfortran.so.3
libc.so.6 => /1ib/x86 64-linux-gnu/libc.so.6
libquadmath.so.0 => /usr/lib/x86 64-linux-gnu/libquadmath.so.0
libm.so.6 => /1ib/x86 64-linux-gnu/libm.so.6
/1ib64/1d-1inux-x86-64.s0.2

$ gfortran -03 -fopenmp integral.f90 -o integral

$ 1dd ./integral
linux-vdso.so.1l => (0x00007£££593££000)
libgfortran.so.3 => /usr/lib/x86 64-linux-gnu/libgfortran.so.3
libgomp.so.l => /usr/1lib/x86 64-linux-gnu/libgomp.so.1l
libc.so.6 => /1ib/x86 64-linux-gnu/libc.so.6
libquadmath.so.0 => /usr/lib/x86 64-linux-gnu/libquadmath.so.0
libm.so.6 => /1ib/x86 64-linux-gnu/libm.so.6
librt.so.1l => /1lib/x86 64-linux-gnu/librt.so.1l
libpthread.so.0 => /1ib/x86 64-linux-gnu/libpthread.so.0
/1ib64/1d-1linux-x86-64.s0.2




OpenMP spustéeni

pocet vldken, které mUze aplikace
/vyuift
$ export OMP NUM THREADS=4

$ ./integral
Number of threads = 4
integral = 3.1415925965295672

Poznamka: pokud neni proménna OMP_NUM_THREADS nastavena, pouzije se maximalni

pocet dostupnych CPU jader
(na klastru WOLF je vSak vychozi hodnota proménné OMP_NUM_THREADS

explicitné nastavena na 1)
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l Cviceni 2

Zkompilujte program integral.f90 z adresare
/home/kulhanek/Data/C2115/Lesson12/integral/openmp s optimalizaci -O3 bez
podpory OpenMP.

2. Urcete dobu béhu aplikace potfebnou pro integraci funkce. K méreni doby poufzijte
program /usr/bin/time.

Zkompilujte program integral.f90 s optimalizaci -O3 a zapnutou podporou OpenMP.
4. Urcete pocet CPU jader na vasem pocitaci (Iscpu).

Spoustéjte program integral postupné pro 1, 2, 3, az N vlaken, kde N je maximalni
dostupny pocet CPU jader. Pro kazdé spusténi urCete dobu béhu. Ziskana data zapisujte
do nasledujici tabulky a vyhodnotte.

N Trea[s] Speedup  CPU effectivity [%]
1 27.8 1.0 100.0
2 14.7 1.9 94.8
3 11.0 2.5 84.1
4 8.2 3.4 84.7

/’ f =1) \ peedup
N

v v /v Speedup:Tl’eal(N - CPU ff t t . S
Nnamereny cas erecuvity =

real
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Jll Cviceni 3

1. Co je to Amhdallv zakon?
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l Paralelizace - MPI

Message Passing Interface (dale jen MPI) je knihovna implementujici stejnojmennou
specifikaci (protokol) pro podporu paralelniho reseni vypocetnich problém{ v pocitacovych
clusterech. Konkrétné se jedna o rozhrani pro vyvoj aplikaci (APl) zalozené na zasilani zprav
mezi jednotlivymi uzly. Jedna se jak o zpravy typu point-to-point, tak o globalni operace.
Knihovna podporuje jak architektury se sdilenou paméti, tak s paméti distribuovanou.
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l MPI implementace _
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vyhody x nevyhody
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B VPl kompilace .

$ module add openmpi:2.0.3-gcc-5.4.0
$ mpif90 -03 integral.f90 -o integral
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MPI spusteni

/ pocet procesu, které aplikace vyuziva k vypoctu

$ mpirun -np 2 ./integral

$ mpirun -np 2 -machinefile nodes ./integral

!

soubor, ktery obsahuje seznam uzld, na kterych
se spousti procesy

wolf01 slots=2
wolf02 slots=3

Predpoklady: T

 ssh bez hesla

pocet CPU

. L . . . nazev vypocetniho uzlu
e aplikace musi byt ve stejné cesté na vsech

uzlech, na kterych se spousti procesy
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l Cviceni 4

1. Zkompilujte program integral.f90 z adresare
/home/kulhanek/Data/C2115/Lesson12/integral/mpi s optimalizaci -O3.

2. Spoustéjte program integral postupné pro 1, 2, 3, az N proces(, kde N je maximalni

dostupny pocet CPU jader. Pro kazdé spusténi urcete dobu béhu. Ziskana data zapisujte
do tabulky a vyhodnotte jako ve cviceni 2

3. Spoustéjte program integral postupné pro 1, 2, 4, 8 az N procesl (ndsobky 2), kde N je
maximalni dostupny pocet uzl( na dvou uzlech klastru WOLF. Pro kazdé spusténi urcete
dobu béhu. Ziskana data zapisujte do tabulky a vyhodnotte jako ve cviceni 2. Spousténi
je nutné koordinovat s uzivatelem druhého vypocetniho uzlu. V jiném terminalu
monitorujte bézici procesy na obou vypocetnich uzlech prikazem top.
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Samostudium




l Cviceni 5

Zkompilujte program mult_mat_blas_dp.f90 z adresare
/home/kulhanek/Data/C2115/Lesson12/matmult s optimalizaci -O3 proti systémové
knihovné blas (program obsahuje jiny zplisob méreni ¢asu oproti LIV.2).

2. Urcete dobu béhu aplikace mult_mat_blas_dp programem /usr/bin/time.

3. Zkompilujte program mult_mat_blas_dp.f90 s optimalizaci -O3 proti knihovné MKL.

gfortran -03 mult mat blas dp.f90 -o mult mat blas dp \

-1mkl gf 1p64 -1lmkl gnu thread -1lmkl core \

-lgomp -lpthread \
-L/software/ncbr/softrepo/common/intelcore/2015.0.090/x86 64/para/lib

4. Urcete dobu béhu aplikace mult_mat_blas_dp programem /usr/bin/time. Pro spusténi
aplikace musite aktivovat modul intelcore:2015.0.090 Porovnejte dobu béhu mezi MKL
a systémovou knihovnou blas. Ktera knihovna poskytuje vétsi vypocetni vykon?

5. Spoustéjte program mult_mat_blas_dp postupné pro 1, 2, 3, az N vlaken, kde N je
maximalni dostupny pocet CPU jader. PoCet vlaken pro MKL knihovnu se nastavuje
pomoci systémové proménné MKL_NUM_THREADS. Pro kazdé spusténi urCete dobu
béhu. Ziskana data zapisujte do tabulky a vyhodnoftte jako ve cviceni 2.
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